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Follow the money: Bayesian markets to aggregate expert opinions when the majority can be wrong
Aurélien Baillon

Follow the money: Bayesian Markets to

aggregate expert opinions when the majority

can be wrong

Aurélien Baillon

Erasmus University Rotterdam, The Netherlands

ABSTRACT

The answer to many questions, such as whether extraterrestrial life exists, is

unknown. It is also uncertain when and how the answer will be known. In such

situations, asking experts for their opinion seems a reasonable thing to do but we

face two problems. First, if experts disagree, should we trust the majority? Second,

how can we incentivize their truth-telling if we do not know whether or when the

correct answer will be known? In this paper, we solve both problems simultaneously.

We design a market in which experts report their opinion about a statement (endorse

it or not) and bet on each other’s opinion. Those who endorse the statement are

offered to buy a bet that more than p% of others will also endorse it, where p is

randomly drawn. Those not endorsing the statement can sell the bet (equivalently,

buy the opposite bet, that more than (100-p)% of others will not endorse it). We

then “follow the money”, selecting the opinion of those who got a positive payoff on

average. We demonstrate theoretically and illustrate empirically that our market

elicits truthful answers and that “following the money” outperforms selecting the

majority opinion.
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A theory of model sophistication and

operational risk

Suleyman Basak

London Business School and CEPR, UK

ABSTRACT

We study the decision making of a financial institution in the presence of a

novel implementation friction that gives rise to operational risk. Operational risk

naturally arises whenever the institution faces a trade-off between adopting a more

sophisticated investment model and one that is less complex to implement. In

practice, a more sophisticated model generates a more informative signal about an

investment opportunity by relying on the latest IT infrastructure and advanced data

analytics, but the use of these technologies makes it more prone to operational errors.

In this case, it is no longer optimal to adopt the most sophisticated model available,

and endogenous deviations from it are affected in opposite ways by the various risks

the institution faces. While operational risk and market risk induce adopting a less

sophisticated model, model risk induces adopting a more sophisticated one. The

negative relation between operational risk and model sophistication implies that

the institution’s optimal operational exposure may well become decreasing in the

level of operational risk, and that its optimal market exposure becomes less volatile.

A theory of model sophistication and operational risk
Suleyman Basak
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Econometrics with privacy preservation

Ning Cai

The Hong Kong University of Science and Technology, Hong Kong

ABSTRACT

Many data are sensitive in areas such as finance, economics, and other social

sciences. We propose an ER (encryption and recovery) algorithm that allows a

central administration to do statistical inference based on the encrypted data, while

still preserving each party’s privacy even for a colluding majority in the presence

of cyber attack. Theoretically, we essentially establish a general framework for

privacy-preserving statistical inference, which can be viewed as the sensitive data

based counterpart of traditional statistical inference assuming availability of the

data. We demonstrate the applications of our algorithm to linear regression, logistic

regression, maximum likelihood estimation, the method of moments, and estimation

of empirical distributions. Moreover, our algorithm can help to address another

practically significant issue – privacy preservation for distributed statistical inference

when data are allocated to different parties who are unwilling to share their own

data with others. This is joint work with Steven Kou at Boston University.

Econometrics with privacy preservation
Ning Cai
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Pitfalls of bitcoin’s proof-of-work: R&D arms

race and mining centralization

Agostino Capponi

Columbia University, USA

ABSTRACT

Does Bitcoin’s proof-of-work (PoW) protocol serve its intended purpose of en-

abling and supporting a decentralized payment system? We propose a two-stage

game to address this question. Firms first invest in research and development (R&D)

to subsequently compete in a mining game. We demonstrate that PoW drives the

mining industry towards centralization, against the core principles of cryptocurren-

cies. Firms fail to capture the surplus created from their research because more

research translates into a more aggressive mining game. Promoting R&D spillovers

not only reduces wasteful R&D duplication and increases firms’ profits, but may

also improve the security of the Bitcoin system.

Pitfalls of bitcoin’s proof-of-work: R&D arms race and mining centralization
Agostino Capponi
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Information relaxation, duality of stochastic

dynamic programs, and Boltzmann

exploration in reinforcement learning

Nan Chen

The Chinese University of Hong Kong, Hong Kong

ABSTRACT

We develop a Boltzmann exploration approach to address the exploration-and-

exploitation tradeoff in reinforcement learning problems. Based on a new concept

of information duality from the literature of stochastic dynamic programs, the pro-

posed approach will probabilistically choose under-explored states to guide explo-

ration and generate confidence interval estimates for the value function. In this way,

we can easily assess and improve the quality of the control policy currently used.

Several numerical implementations in some financial applications demonstrate the

efficiency of the method.

Information relaxation, duality of stochastic dynamic programs, and Boltzmann exploration in 
reinforcement learning
Nan Chen



7 of 22AbstractsUpdated as of 24 Jul 2019

Workshop on Fintech and Machine Learning (5–8 August 2019)

How does the introduction of hidden orders

affect limit order markets?

Yuanyuan Chen

Nanjing University, China

ABSTRACT

Hidden orders, also known as non-display orders, are orders submitted to the

limit order market with specified prices but hidden from the marketplace. Recently,

many exchanges, such as NASDAQ and NYSE, introduce hidden orders to limit

order markets to attract traders from other competitors. In this work, we introduce

hidden orders to the model of Foucault et al. (2005, RFS) to study how this intro-

duction promoted by competitions affects the market. In particular, we build the

first dynamic equilibrium model (instead of static models) with multiple price levels,

instead of several specified price levels, on a limit order market with hidden orders.

For a general model, we show that the allowance of hidden orders increases the total

welfare, which is consistent with Buti et al. (2013, JFE). Due to the multiple price

levels and the dynamic setting, we also, for the first time, study the effects of hidden

orders on the market resiliency.

How does the introduction of hidden orders affect limit order markets?
Yuanyuan Chen
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From Bregman, Wasserstein, to GANs, and

beyond

Xin Guo

University of California, Berkeley, USA

ABSTRACT

In this talk, I will review some well known distance measures that are widely

used in statistics, machine learning and stochastic games. These include Bregman

divergence, Wasserstein distance, and a recently proposed new divergence function

names relaxed Wasserstein. I will review some of their important properties and

implications in machine learning and optimization. We will then discuss the appli-

cation to GANs, a central topic in machine learning, and its potential connection

with mathematical finance.

From Bregman, Wasserstein, to GANs, and beyond
Xin Guo
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Crypto volatility forecasting: ML vs GARCH
Wolfgang Karl Härdle

Crypto volatility forecasting: ML vs GARCH

Wolfgang Karl Härdle

Humboldt-Universität zu Berlin, Germany

ABSTRACT

Price prediction is one of the main challenge of quantitative finance. This paper

presents a model-free Neural Network framework to provide a deep learning solu-

tion to the price prediction problem and compares it to a theoretical econometrics

approach. The deep learning framework is realized in three instants with a simple

Recurrent Neural Network (RNN), a Gated Recurrent Unit (GRU) neural network,

and a Long Short-Term Memory (LSTM) neural network, which can learn long de-

pendencies. We describe the theory of neural networks and deep learning in order to

be able to build a reproducible method for our applications on the cryptocurrency

market. We study these models to predict out-of-sample price directions of height

major cryptocurrencies and compare their performance with classical time series

models such as ARIMA and ARCH. Indeed, neural networks, being universal ap-

proximator should perform better than autoregressive models which relies on strong

assumptions, nevertheless they are very difficult to train, computationally expensive

and tend to overfit the training data. We would like to present a reliable comparison

of the theoretical time series and the model-free deep learning approaches, based

on their predictive power and their computational costs. For that goal, we build a

classification problem that predicts if the price of each cryptocurrency will increase

or decrease considerably in a future period, as a basis for a trading strategies.
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Peer-to-peer equity financing: preference-free and menuless screening contracts
Sang Hu

Peer-to-peer equity financing: preference-free

and menuless screening contracts

Sang Hu

The Chinese University of Hong Kong, Hong Kong

ABSTRACT

A popular form of fundraising is peer-to-peer (P2P) equity financing, in which

an entrepreneur can raise capital privately (e.g. hedge fund capital financing) or

publicly (e.g. via initial coin offerings) from funders without traditional financial

intermediaries. To overcome the information asymmetry between the entrepreneur

and the funders of the project, we propose an incentive contract for P2P equity

financing, by showing that it can attract some entrepreneurs who are attractive

from the funders’ perspective and deter all entrepreneurs who are unappealing to

the funders. In contrast to standard screening contracts in the principal and agent

problem, the new contract does not depend on the utilities of the principal and agent,

and does not have a menu of choices. The contract has two crucial components: (i) a

first-loss deposit to be used to offset some of the funders’ losses and (ii) a liquidation

boundary. Two case studies are given, one for private fund raising in hedge funds

and one for public fund raising via initial coin offerings.
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Crowd wisdom and prediction markets

Yanwei Jia

National University of Singapore, Singapore

ABSTRACT

Thanks to digital innovation, the concept of crowd wisdom, which aims at gath-

ering information (e.g. Wikipedia) and making a prediction (e.g. using prediction

markets) from a group’s aggregated inputs, has been widely appreciated. An inno-

vative survey design, based on a Bayesian learning framework, called the Bayesian

truth serum (BTS), was proposed previously to reduce the bias in the simple major-

ity rule, so as to get a consistent estimator, by asking additional survey questions.

A natural question is whether we can extend the BTS framework to prediction mar-

kets (not just polls). To do so, this paper proposes two estimators, one based on a

prediction market alone and the other based on both the market and a poll ques-

tion. We show that both estimators are consistent within the BTS framework, under

different sets of regularity conditions. Numerical results are given to illustrate the

convergence of different estimators. This is a joint work with Min Dai and Steven

Kou.

Crowd wisdom and prediction markets
Yanwei Jia
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From Hotelling to Nakamoto: the economic

meaning of Bitcoin mining

Wei Jiang

National University of Singapore, Singapore

ABSTRACT

Although Bitcoin mining activities are widely discussed in the media, as miners

attempt to profit from transaction fees, there are few academic papers studying the

transaction fees. We proposed a model for Bitcoin transaction fees from the miners’

perspective. The model is rich enough to incorporate both inventory and demand

levels. The model is calibrated to the empirical data and dynamics of the average

transaction fees are discussed. The model is made possible by significantly extending

the classical Hotelling model for exhaustible natural resources, via the addition of

both feedback supply and an S-shaped stochastic demand function.

This is joint work with Min Dai, Steven Kou and Cong Qin.

From Hotelling to Nakamoto: the economic meaning of Bitcoin mining
Wei Jiang
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Financial literacy in online peer-to-peer

lending

Jussi Keppo

National University of Singapore, Singapore

ABSTRACT

With the development of FinTech in emerging markets, more individuals

are entitled to participate in financial activities. However, little is known about

whether the individuals are well-equipped to make financial decision. Many

financial products and services are perceived to be complex and, therefore, financial

literacy plays a key role. We collaborate with a large Chinese peer-to-peer lending

platform to quantify financial literacy. Our results demonstrate the importance of

financial literacy in both peer-to-peer borrowing and lending decisions.

This is a joint work with Tuan Phan, Tan Tianhui and Ran Xiaobin.

Financial literacy in online peer-to-peer lending
Jussi Keppo
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A two-layer solution scheme for Bayesian

reinforcement learning

Duan Li

City University of Hong Kong, Hong Kong

ABSTRACT

Stochastic control with both inherent random system noise and lack of knowledge

on system parameters presents a fundamental challenge in dynamic programming

and reinforcement learning, especially under a non-episodic setting. We propose

a novel two-layer solution scheme to approximate the optimal policy directly, by

combining the time-decomposition based dynamic programming at the lower layer

and the scenario-decomposition based revised progressive hedging algorithm at the

upper layer. The key feature of our approach is to separate reducible system un-

certainty from irreducible one at two layers, thus decomposing and conquering. We

demonstrate an application of our solution framework in dynamic portfolio selection

with unknown market parameters.

A two-layer solution scheme for Bayesian reinforcement learning
Duan Li
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Sparse sliced inverse regression via lasso

Qian Lin

Tsinghua University, China

ABSTRACT

For multiple index models, it has recently been shown that the sliced inverse re-

gression (SIR) is consistent for estimating the sufficient dimension reduction (SDR)

space if and only if ρ = lim p
n = 0, where p is the dimension and n is the sample size.

Thus, when p is of the same or a higher order of n, additional assumptions such as

sparsity must be imposed in order to ensure consistency for SIR. By constructing

artificial response variables made up from top eigenvectors of the estimated condi-

tional covariance matrix, we introduce a simple Lasso regression method to obtain

an estimate of the SDR space. The resulting algorithm, Lasso-SIR, is shown to be

consistent and achieve the optimal convergence rate under certain sparsity condi-

tions when p is of order o(n2λ2), where λ is the generalized signal-to-noise ratio.

We also demonstrate the superior performance of Lasso-SIR compared with existing

approaches via extensive numerical studies and several real data examples.

Sparse sliced inverse regression via lasso
Qian Lin
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A general Monte Carlo algorithm with

monotonicity for stochastic control problems

Xianhua Peng

Peking University HSBC Business School, China

ABSTRACT

We propose a general Monte Carlo algorithm for stochastic control problems

based on policy iteration, via either a deep neural network approximation or a basis

function approximation of the policy functions. To update the policy function, one

can use stochastic gradient descent or stochastic approximation in each iteration.

The algorithm has three features: (1) It can handle high dimensional (e.g. over

100 dimensions) and time-inhomogeneous stochastic control problems. (2) It has

monotonicity of performance improvement in each iteration step, leading to good

convergence properties. (3) It does not rely on the Bellman equation. The algorithm

is applied to solve various problems such as multi-sector stochastic growth problem

and portfolio selection based on recursive utility. This is a joint work with Steven

Kou.

A general Monte Carlo algorithm with monotonicity for stochastic control problems
Xianhua Peng
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Some machine learning schemes for high

dimensional nonlinear PDEs

Huyen Pham

Université Paris Diderot, France

ABSTRACT

We propose new machine learning schemes for solving high dimensional nonlinear

partial differential equations (PDEs). Relying on the classical backward stochastic

differential equation (BSDE) representation of PDEs, our algorithms estimate si-

multaneously the solution and its gradient by deep neural networks. These approx-

imations are performed at each time step from the minimization of loss functions

defined recursively by backward induction. The methodology is extended to varia-

tional inequalities arising in optimal stopping problems. We analyze the convergence

of the deep learning schemes and provide error estimates in terms of the universal

approximation of neural networks. Numerical results show that our algorithms give

very good results till dimension 50 (and certainly above), for both PDEs and vari-

ational inequalities problems. For the PDEs resolution, our results are very similar

to those obtained by the recent method in (Han and Jentzen, 2017) when the latter

converges to the right solution or does not diverge. Numerical tests indicate that the

proposed methods are not stuck in poor local minimaas it can be the case with the

algorithm designed in (Han and Jentzen, 2017), and no divergence is experienced.

The only limitation seems to be due to the inability of the considered deep neural

networks to represent a solution with a too complex structure in high dimension.

Some machine learning schemes for high dimensional nonlinear PDEs
Huyen Pham
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Who benefits from robo-advising? Evidence

from machine learning

Alberto Rossi

University of Maryland, USA

ABSTRACT

We study the effects of a large U.S. hybrid robo-adviser on the portfolios of pre-

viously self-directed investors. Across all investors, robo-advising reduces investors’

holdings in money market mutual funds and increases bond holdings. It also re-

duces idiosyncratic risk by lowering the holdings of individual stocks and US active

mutual funds and raising exposure to low-cost indexed mutual funds. It further

eliminates home bias by significantly increasing international equity and fixed in-

come diversification. Finally—over our sample period—it increases investors’ overall

risk-adjusted performance. We use a machine learning algorithm, known as Boosted

Regression Trees (BRT), to explain the cross-sectional variation in the effects of ad-

vice on portfolio allocations and performance. Investors who benefit from advice

are those with little investment experience, those with prior high cash holdings, and

those with high trading volume before adopting advice. Investors with little mutual

fund holdings and investors invested in high-fee active mutual funds also display

significant performance gains.

Who benefits from robo-advising? Evidence from machine learning
Alberto Rossi
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Continuous-time mean–variance portfolio

selection: a reinforcement learning framework

Haoran Wang

Columbia University, USA

ABSTRACT

We approach the continuous-time mean–variance (MV) portfolio selection with

reinforcement learning (RL). The problem is to achieve the best tradeoff between

exploration and exploitation, and is formulated as an entropy-regularized, relaxed

stochastic control problem. We prove that the optimal feedback policy for this prob-

lem must be Gaussian, with time-decaying variance. We then establish connections

between the entropy-regularized MV and the classical MV, including the solvability

equivalence and the convergence as exploration weighting parameter decays to zero.

Finally, we prove a policy improvement theorem, based on which we devise an im-

plementable and data-driven RL algorithm. We find that our algorithm outperforms

both an adaptive control based method and a deep neural networks based algorithm

by a large margin in our simulations. (Joint with X. Zhou)

Continuous-time mean–variance portfolio selection: a reinforcement learning 
framework
Haoran Wang
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Neural learning of online consumer credit risk

Qi Wu

City University of Hong Kong, Hong Kong

ABSTRACT

This paper takes a deep learning approach to understand consumer credit risk

when e-commerce platforms issue unsecured credit to finance customers’ purchase.

The “NeuCredit” model can capture both serial dependences in multi-dimensional

time series data when event frequencies in each dimension differ. It also captures

nonlinear cross-sectional interactions among different time-evolving features. Also,

the predicted default probability is designed to be interpretable such that risks can

be decomposed into three components: the subjective risk indicating the consumers’

willingness to repay, the objective risk indicating their ability to repay, and the

behavioral risk indicating consumers’ behavioral differences. Using a unique dataset

from one of the largest global e-commerce platforms, we show that the inclusion of

shopping behavioral data, besides conventional payment records, requires a deep

learning approach to extract the information content of these data, which turns

out significantly enhancing forecasting performance than the traditional machine

learning methods.

Neural learning of online consumer credit risk
Qi Wu
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Designing stable coins

Chen Yang

The Chinese University of Hong Kong, Hong Kong

ABSTRACT

Stable coins, which are cryptocurrencies pegged to other stable financial assets

such as U.S. dollar, are desirable for payments within blockchain networks, whereby

being often called the “Holy Grail of cryptocurrency.” However, existing cryptocur-

rencies are too volatile for these purposes. By using the option pricing theory, we

design several dual-class structures that offer fixed income stable coins pegged to a

traditional currency as well as leveraged investment instruments. When combined

with insurance from a government, the design can also serve as a basis for issuing a

sovereign cryptocurrency.

Designing stable coins
Chen Yang
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Optimize market making problem with

reinforcement learning

Ge Zhang

National University of Singapore, Singapore

ABSTRACT

We develop an innovative reinforcement learning framework to solve the Hamil-

ton Jacob Bellman (HJB) equation for the optimal market making problem. In

exchanges, rebate is often given to market makers to attract liquidity. To solve the

optimal market marking problem, the HJB equations are used to generate the im-

plicit solution for continuous jump diffusion processes. It is usually hard to obtain

closed form solutions, and numeric solvers are thus adopted, which is computa-

tionally expensive with slow convergence. We design and implement reinforcement

learning (RL) algorithms to solve the HJB equation. Our RL agent achieves ap-

pealing results compared to the analytical closed solutions.

In a special case with constant rebates, we manage to obtain a closed form

analytical solution, where the simulation results show that the RL algorithms lead

to the same conclusion as the analytical solution. In a general setup where analytic

solution is unavailable, the RL learning framework offers an alternative approach to

solving the HJB equations.

Optimize market making problem with reinforcement learning
Ge Zhang
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