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Introduction

A basic introduction to causal inference under the potential outcomes
framework [Splawa-Neyman et al., 1990, Rubin, 1974, Robins and
Greenland, 2000].

1 Definition of causal effect
2 Randomized experiments
3 Observational studies
4 Graphical representation of causal effects
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Introduction

This tutorial borrows materials from

Hernán MA, Robins JM (2019). Causal Inference. Boca Raton:
Chapman & Hall/CRC, forthcoming

Lecture notes, courtesy of Drs. Lan Liu, Teppei Yamamoto and Eric
Tchetgen Tchetgen
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The Danger of Ice Cream
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The Danger of Ice Cream
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The Danger of Ice Cream

“Confounding bias”
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World War II

Abraham Wald

Aircraft survivability study only considered the aircraft that had
survived their missions

“Selection bias”
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Counterfactuals

Suppose you are contemplating taking an aspirin for your headache.
Let A denote the treatment variable (1: treated, 0: untreated).

The outcome Y denotes whether or not you are headache free within
say the next hour (1: cured of headache, 0: headache persists).

As a thought experiment, you may think of two potential outcome
variables or counterfactuals either of which may be observed
depending on whether or not you decide to take the aspirin. That is:

1 Y a=0: headache outcome after not taking aspirin
2 Y a=1: headache outcome after taking aspirin
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Causal effect

For John whose headache is cured when treated, but persists if left
untreated, Y a=1 = 1, Y a=0 = 0.

For Jane whose headache is cured with or without taking aspirin,
Y a=1 = 1, Y a=0 = 1.

Definition of causal effect for an individual: the treatment A has a
causal effect on an individual’s outcome Y if Y a=1 6= Y a=0 for the
individual.

Therefore taking aspirin has a causal effect on curing headache for
John, but not for Jane.
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Causal effect

The english sentence: ‘aspirin has no causal effect on my headache
outcome Y ’, is equivalent to a mathematical statement about my
potential outcomes: Y a=1 = Y a=0

Similarly, we can think of an individual with a beneficial causal effect
of aspirin if Y a=1 > Y a=0, or one with a harmful causal effect of
aspirin if Y a=1 < Y a=0.
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Consistency assumption

For each individual, one of the counterfactual outcomes, the one that
corresponds to the treatment value that the individual actually
received, is actually factual.

The fundamental assumption in causal inference links the observed
data to the latent counterfactuals,

Y = AY a=1 + (1−A)Y a=0.

So that if in the data sample, you happen to be a person with A = 1,
we observe Y a=1, and vice versa for a person with A = 0.

This is the consistency assumption.

The observed outcome is the counterfactual corresponding to the
treatment you did indeed take.
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Consistency assumption

Consistency assumption is implied by two assumptions:

1 The intervention is well defined and therefore there is only one version
of the potential outcome.

2 A person’s outcome is not influenced by another person’s exposure or
treatment.

Conditions 1 and 2 are typically known as the Stable Unit Treatment
Value Assumption (SUTVA).

Violations of 1: variable levels of treatment, technical errors

Violations of 2: spill-over effects, contagion, dilution
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Causal inference as “missing data problem”

The fundamental problem of causal inference is that you only observe
one of the two potential outcomes [Holland, 1986].

So that if in the data sample, you happen to be a person who took
aspirin with A = 1, we observe Y a=1 and Y a=0 is missing, and for a
person who did not take aspirin with A = 0, we observe Y a=0 and
Y a=1 is missing.

Therefore, it is impossible to evaluate individual causal effects. This is
a missing data problem, in which the full data is never observed with
probability one.
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Average causal effect

Since identifying individual causal effects is generally not possible, we
now turn our attention to an aggregated causal effect: the average
causal effect in a population of individuals.

It helps to think of the potential outcomes (Y a=0, Y a=1) as being
underlying pretreatment latent variables that exist prior to the
treatment assignment for each individual.

For ease of exposition, we ignore for now random errors from
sampling variability, nondeterministic counterfactuals, or both.
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Average causal effect

Neyman Urn Model
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Average causal effect

For example, consider a
population of n = 20
individuals. Dichotomous
outcome Y (1: death, 0:
survival)

Table 1.1 of Hernán MA [2019]
provides the dichotomous
counterfactual outcomes under
both treatment (a = 1) and no
treatment (a = 0).

E(Y a=1) = 10/20 = 0.5,
E(Y a=0) = 10/20 = 0.5
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Average causal effect

The average causal effect
(ATE) in the population: an
average causal effect of
treatment A on outcome Y is
present if

E(Y a=1) 6= E(Y a=0)

in the population of interest

When ATE in the population is
null, the null hypothesis of no
ATE is true.
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Average causal effect

Absence of an ATE does not
imply absence of individual
effects.

When there is no causal effect
for any individual in the
population, i.e. Y a=1 = Y a=0

for all individuals, the sharp
causal null hypothesis is true.

The sharp causal null
hypothesis implies the null
hypothesis of no ATE.
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Measures of causal effect

We can represent the null ATE
using different measures:

1 Causal risk difference:
E(Y a=1)− E(Y a=0) = 0

2 Causal risk ratio:
E(Y a=1)/E(Y a=0) = 1

3 Causal odds ratio:
E(Y a=1)/{1−E(Y a=1)}
E(Y a=0)/{1−E(Y a=0)} = 1

Note that these causal
measures concern properties of
the underlying population,
even before looking at
treatment assignment.
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Causation versus association

In actual studies, we
only observe values of
Y and A.

In this population,
treatment and outcome
are indeed associated
because

E(Y |A = 1) =
7

13
,

E(Y |A = 0) =
3

7
.

“Association is not
causation”
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Causation versus association

Figure 1.1 of Hernán MA [2019] 20 / 68



Causation versus association

E(Y a), a = 0, 1 are population quantities that are computed by
taking an average of a potential outcome among all individuals in the
population.

This estimand is well defined even before individuals are selected to
take or not to take the active treatment.

This is to be contrasted with E(Y |A = a) which is only defined post
selection, since A must be well defined. Furthermore E(Y |A = a) is
computed by taking an average of observed outcomes only in the
subset of the population with A = a.

21 / 68



Randomized experiments

We aim to estimate ATE based on observed data (Y,A). This can in
principle be achieved via randomized experiments.

Note that causal measures such as the risk difference which can be
written as a difference of two marginal means can be identified
without requiring the joint distribution for the counterfactuals.
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Randomized experiments

Back to our aspirin example

The ATE (on the risk
difference scale) is
E(Y a=1)− E(Y a=0) =
1/4− 1/2 = −1/4.

Taking aspirin for this group
actually worsens headache.
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Randomized experiments

Suppose we randomize our
population of patients with a
headache to either aspirin or
no aspirin with equal
probability 1/2.

The observed data corresponds
to columns four and five of the
table and we don’t get to see
the columns two and three.
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Randomized experiments

Based on the observed data,
E(Y |A = 1)− E(Y |A = 0) =
1/4− 2/4 = −1/4.
In this population, the
association between A and Y
appears to coincide with the
ATE of A on Y .
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Randomized experiments

This is because under this
treatment assigment,
E(Y a|A = 0) = E(Y a|A = 1)
for a = 0, 1.

In other words, the treated
(A = 1) and untreated
(A = 0) groups are
exchangeable.

We sometimes say that
treatment is exogenous in this
case.
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Randomized experiments

Exchangeability assumption (EA) under randomized treatment:

Y a⊥⊥A, a = 0, 1,

where ⊥⊥ denotes independence.

Recall consistency assumption (CA):

Y = AY 1 + (1−A)Y 0.
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Randomized experiments

The EA formalizes our intuition that since A is determined say by a
coin flip, it should be completely independent of individuals’
pretreatment characteristics whether observed or unobserved.

However EA does not imply Y independent of A since by the
consistency assumption Y = AY 1 + (1−A)Y 0 is determined by
treatment A and therefore is a post-treatment variable.

In fact, Y is independent of A if and only if the sharp null hypothesis
Y 1 = Y 0 holds almost surely.
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Identification of ATE

if EA and CA hold, then

E(Y a=1)− E(Y a=0)
(RA)
= E(Y a=1|A = 1)− E(Y a=0|A = 0)

(CA)
= E(Y |A = 1)− E(Y |A = 0)

This provides a formal justification for using randomized studies to assess
the effect of interventions.
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Conditional randomization

Randomization conditional on values of the baseline covariates L, e.g.
age, gender etc.

Y a⊥⊥A|L,∀a

Conditional exchangeability
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Standardization

Assume for simplicity that L is discrete. If conditional EA and CA hold,
then

E(Y a) =
∑
l

E(Y a|L = l) Pr(L = l)

(RA)
=
∑
l

E(Y a|A = a, L = l) Pr(L = l)

(CA)
=
∑
l

E(Y |A = a, L = l) Pr(L = l)

This is a version of the so-called “g-formula” of Robins [1986], or
“intervention formula” of Pearl [1995].
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Standardization

In epidemiology it is also referred to as “direct standardization”
whereby the conditional mean is averaged over the distribution of
baseline covariates in the population from which randomized sample
is obtained.

The g-formula representation of the causal effect estimated in a
randomized study makes clear that it depends on the inclusion and
exclusion criteria used to define the study population.

Therefore, two studies with different inclusion criteria will in general
yield two different causal effects, e.g. HIV drug trial that excludes
participants with CD4 count> 500 v.s. one that excludes participants
with CD4 count> 350.
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Equivalence of IP weighting and standardization

Let f(a|l) denote the conditional probability Pr(A = a|L = l).
Assume that f(a|l) > 0 for all values of l such that Pr(L = l) > 0.
This positivity assumption is guaranteed to hold in conditionally
randomized experiments.

The inverse probability weighted (IPW) mean of Y for treatment level

a is defined as E
{

I(A=a)Y
f(A|L)

}
The indicator function I(A=a) is the function that takes value 1 for
individuals with A = a, and 0 for the others.
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Equivalence of IP weighting and standardization

By iterated expectation,

E

{
I(A = a)Y

f(A|L)

}
= E

{
E

{
I(A = a)Y

f(A|L)

}∣∣∣∣A,L}
=
∑
l

1

f(a|l)
E(Y |A = a, L = l)f(a|l) Pr(L = l)

=
∑
l

E(Y |A = a, L = l) Pr(L = l)
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Observational studies

Suppose that, as typically the case in observational studies, the
exposure/treatment/intervention is not randomized.

In observational clinical studies, individuals may be selected to take
the active treatment based on their underlying health condition.

Example, suppose that physicians are more likely to prescribe
anti-retroviral therapy (ART) to patients with low CD4 count
(< 250) than to patients with moderate to high CD4 count (> 250).

Thus, patients immuno-compromised were generally more likely to
receive the active drug than healthier patients.

A crude comparison of treated and untreated participants would likely
indicate a harmful effect of ART.
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Observational studies

In contrast, an analysis that “adjusts” for CD4 count is likely to
provide a “better” answer, since it would hopefully account for
differential treatment assignment due to CD4.

This is the main distinction between comparisons drawn from
randomized trials vs observational studies.

In the former, treatment assignment is under our control at the
design stage, whereas in the latter, we must attempt to understand
what risk factors of the outcome influenced treatment decision.

Such factors are typically also predictive of the outcome and could
create a spurious association between treatment and outcome when in
truth there is none.

These ideas can be formalized using potential outcome language.
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Observational studies

Causal inference from observational data revolves around the hope
that the observational study can be viewed as a conditionally
randomized experiment.

An observational study can be conceptualized as a conditionally
randomized experiment under the following three conditions:

1 The values of treatment under comparison correspond to well-defined
interventions that, in turn, correspond to the versions of treatment in
the data (consistency)

2 The conditional probability of receiving every value of treatment,
though not decided by the investigators, depends only on the measured
covariates (exchangeability)

3 The conditional probability of receiving every value of treatment is
greater than zero, i.e., positive (positivity)
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Observational studies

Rubin [1974, 1978] extended Neyman’s theory for randomized
experiments to observational studies.

Rosenbaum and Rubin [1983] referred to the combination of
exchangeability and positivity as weak ignorability.

Exchangeability, or in the context of observational studies the no
unobserved confounding (NUCA ) assumption:

Y a⊥⊥A|L,∀a

Circumstances for the study were chosen so that treatment seems
haphazard, or at least not obviously related to potential outcomes
(i.e. natural or quasi-experiments)

There is objective evidence that treatment assignment was a function
of known observed pre-treatment covariates (e.g. administrative rules)
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Observational studies

As stated before the intuition behind NUCA is similar to that of EA.
However, the randomization probability is now allowed to depend on
L, in a manner designed by nature, and not under our control.
Conceptually, NUCA can be achieved only if we are able to measure
all common causes of A and Y (that is all risk factors for Y that also
determine A).
If NUCA and CA hold,

E(Y a) =
∑
l

E(Y a|L = l) Pr(L = l)

(NUCA)
=

∑
l

E(Y a|A = a, L = l) Pr(L = l)

(CA)
=
∑
l

E(Y |A = a, L = l) Pr(L = l)

This is the same g-formula previously derived in the context of a
randomized trial.
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Observational studies

Consider a hypothetical study
with one binary confounder.

Pr(A = 1|L = 1) = 1/4,
Pr(A = 1||L = 0) = 1/3.

Moreover
E(Y |A = 1, L = l) = 24 + 12l
so that L predicts Y given A
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Observational studies

The crude mean:

E(Y |A = 1) =
∑
l

E(Y |A = 1, L = l) Pr(L = l|A = 1)

= 24× 4

7
+ 36× 3

7

=
204

7

The standardized mean

E(Y 1) =
∑
l

E(Y |A = 1, L = l) Pr(L = l)

= 24× 1

2
+ 36× 1

2

=
210

7

The difference between the two quantities reflects confounding bias.
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Observational studies

Suppose that we wish to make inferences about a conditional causal
effect given a collection of baseline covariates V included in
L = (V,W ), i.e. E(Y 1|V )− E(Y 0|V )

Then we can show that under NUCA,

E(Y a|V = v) =
∑
w

E(Y a|W = w, V = v) Pr(W = w|V = v)

(NUCA)
=

∑
w

E(Y a|W = w, V = v,A = a) Pr(W = w|V = v)

(CA)
=
∑
w

E(Y |W = w, V = v,A = a) Pr(W = w|V = v)
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Observational studies

A special case often of interest takes V = L and the g-formula
becomes

E(Y a|V ) = E(Y a|L) (NUCA)
= E(Y a|L,A = a)

(CA)
= E(Y |L,A = a).

Therefore, the standard approach of fitting a regression model for Y
given (A,L) recovers the conditional g-formula given all confounders.
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Graphical representation of causal effects

Modern theory of causal diagrams mainly arose within the disciplines
of computer science and artificial intelligence.

Comprehensive books include Pearl [2009] and Spirtes et al. [2000].

Useful to classify sources of bias and to identify potential problems in
study design and analysis.

Intimately linked with the counterfactual approach.
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Graphical representation of causal effects

Consider the diagram below. It comprises three nodes representing
random variables (L,A, Y ) and three edges (the arrows).

We shall adopt the convention that time flows from left to right, and
thus L is temporally prior to A and Y , and A is temporally prior to
Y .

This is a Directed Acyclic Graph (DAG): (i) It is directed because all
edges are arrows, and (ii) it is acyclic because there are no directed
cycles.
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Graphical representation of causal effects

Standard causal diagram does not distinguish whether an arrow
encodes a harmful effect or a protective effect.

DAGs have applications other than causality. Here we only consider
causal DAGs.

We shall say that a graph is causal if common causes of any pair of
variables in the graph are also in the graph.
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Graphical representation of causal effects

Presence of an arrow from say A to Y indicates either a direct causal
effect (i.e. not mediated by any variable on the graph) for at least
one person, or that we cannot assume such individual causal effects
do not exist.

Lack of an arrow would mean that we know or can assume that there
is no direct causal effect of A on Y for any individual in the
population.
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Graphical representation of causal effects

Example 1: Observational study with sole confounder L of the
effectsof A on Y

Example 2: Randomized trial, with A randomized by independent
coin flip, i.e random assignment
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Graphical representation of causal effects

Two variables are marginally statistically associated if one causes the
other, or if they share common causes.

Otherwise they will be marginally independent.

Example 2:Randomized trial

Then A has a causal effect on Y implies A and Y are statistically
associated.

i.e. E(Y 1)− E(Y 0) 6= 0 implies that
E(Y |A = 1)− E(Y |A = 0) 6= 0; in fact here they are equivalent.
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Graphical representation of causal effects

A path between two variables in a DAG is a route that connects the
two variables by following a sequence of (nonintersecting) edges.

A path is causal if it consists entirely of edges with their arrows
pointing in the same direction; otherwise it is non-causal.

Example 1: Suppose that A represents carrying a lighter, Y lung
cancer and L indicator of smoking status

An analysis that ignores L will conclude that A and Y are statistically
dependent even though not causally related.

This is because of a common cause L, and therefore the A− L− Y
path is non causal.

Knowledge about A adds predictive power about Y .
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Graphical representation of causal effects

Example 3: A is now a gene that has null causal effect on smoking
status Y , smoking status has a causal effect on heart disease L which
is also affected by A.

Then A and Y are said to be marginally independent since A is
neither a cause of Y nor do they share a common cause.

The only path linking the A and Y has a collider L, which is a node
where two arrowheads intersect.
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Graphical representation of causal effects

Suppose that A is aspirin, Y is heart attack and B is mediator of the
effects of A on Y , say platelet aggregation. The following graph
assumes that all of the effect of A on Y is indirect through B.

Then conditioning on B blocks the path between A and Y and makes
them conditionally independent. The box around B is a graphical
depiction of looking at subset of individuals with the same value of B
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Graphical representation of causal effects

Conditioning on the common cause L of A and Y along along the
backdoor path A− L− Y , blocks the path making A conditionally
independent of Y given L.

This is the justification for stratification on confounder to adjust for
confounding.
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Graphical representation of causal effects

Let’s revisit the genetic example, where A is genetic variant, Y is
smoking status and L is heart disease.

Conditioning on the collider L creates an association between Y and
A, so that while A and Y are marginally independent, they are
conditionally dependent given L.

This is known as collider selection bias.
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Graphical representation of causal effects

To see why, suppose that an investigator wishes to build a predictive
model for smoking status Y .

Then, knowing that a patient with heart disease does not have the
gene A, provides information about smoking status, because in the
absence of A, it is more likely that another cause of L such as Y is
present.

Intuitively, whether two variables are associated cannot be influenced
by an event in the future, but two causes of a given effect generally
become associated once we stratify on the common effect.
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Graphical representation of causal effects

Suppose the previous DAG is extended as followed

C indicates selection into a case-control study.

Graph theory tells us that conditioning on a variable C affected by a
collider L also opens the path A− > L < −Y .

C is a common effect of A and Y .

This path is blocked in the absence of conditioning on either the
collider L or its consequence C.
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D-separation

A path is said to be blocked if and only if it contains a non-collider
that has been conditioned on, or it contains a collider that has not
been conditioned on and has no descendants that have been
conditioned on.

Two variables are said to be d-separated if all paths between them are
blocked; Otherwise , they are said to be d-connected.

Two sets of variables are said to be d-separated if each variable in the
first set is d-separated from every variable in the second set.
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D-separation

A and L are not marginally d-separated because there is one open
path between them (L− > A), despite the other path
(A− > Y < −L) being blocked by the collider Y .

A and Y are marginally d-separated because the only path between
them is blocked by the collider L.
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D-separation

A is conditionally d-separated from Y given B

A is conditionally d-connected with Y given L .

A is conditionally d-connected with Y given C
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Backdoor criterion

Confounding bias arises when the treatment and outcome in view
share a common cause

The path A < −L− > Y that links A and Y through their common
cause L is called a backdoor path.

Thus if A is not causally related to Y i.e. arrow A− > Y were
deleted, A and Y would be marginally d-connected due to the
backdoor path.
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Backdoor criterion

Randomization eliminates all backdoor paths by severing the
association between A and L.

More generally, in the absence of randomization, the backdoor
criterion states that the treatment effect is identified if one has
observed enough variables to block all backdoor paths, that is if
treatment and outcome are d-separated given the measured covariates
in a graph in which the arrow out of treatment are removed.
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Backdoor criterion

This criterion answers three questions:
1 Does confounding exist?
2 Can confounding be eliminated?
3 What variables are necessary to eliminate the confounding?

Crucially it can be used to decide whether one has measured a
sufficient set of “confounders” to block all backdoor paths and
therefore to adjust for confounding.
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Single World Intervention Graphs

We have seen that if conditioning on a set of variables L (that are
non-descendants of A) blocks all backdoor paths, L is sufficient to
adjust for confounding.

But recall that we have also defined NUCA using counterfactuals,
Y a⊥⊥A|L,∀a
How to unite the two definitions? since counterfactuals make no
references to graphs and DAGS do not incorporate counterfactuals
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Single World Intervention Graphs

Richardson and Robins [2013] introduced Single World Intervention
Graphs (SWIG) to unify counterfactual and graphical approaches by
explicitly including the counterfactual variables on the graph.

The SWIG depicts the variables and causal relations that would be
observed in a hypothetical world in which all subjects received
treatment level a

How to unite the two definitions? since counterfactuals make no
references to graphs and DAGS do not incorporate counterfactuals.

D-separation on SWIG unifies the backdoor criterion and NUCA.
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Single World Intervention Graphs

SWIG construction from causal DAG.

Conditional exchangeability Y a⊥⊥A|L can be read off the SWIG.
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Thank you!
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